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Abstract—Collaborative filtering has been widely used in
recommender systems as a method to recommend items to users.
However, recommender systems utilizing collaborative filtering
as their key algorithms are vulnerable to shilling attacks which
can generate fake profiles to increase or decrease the popularity
of a targeted set of items. In this paper, we present a spectral
clustering method to make recommender systems resistant to
these attacks in the case that the attack profiles are highly
correlated with each other. We formulate the problem as finding
a maximum submatrix in the user-user similarity matrix. To
search for the maximum submatrix, we translate the matrix into
a graph and apply a spectral clustering algorithm to find the
min-cut solution to estimate the highly correlated group. The
graph is created based on the edge density in order to allow
dealing with an unbalanced clustering. The detection is refined
through an iterative process to obtain a better estimate of attack
profiles. Experimental results show that the proposed approach
can improve detection precision compared to existing methods.

Index Terms—Collaborative Filtering, Recommender Systems,
Attacks, Robustness, PCA, Spectral Clustering

I. INTRODUCTION

In recommender systems, there are lists of both users and
items. Each user rates a subset of the possible items using
scores or linguistic terms such as like or dislike. Users often
find it difficult to select an item from the large set of available
items. Therefore, recommender systems such as Netflix and
Amazon are designed to recommend items based on relevant
information for the specific user. Collaborative filtering is one
of the most popular methods in recommender systems. The
underlying principle in collaborative filtering is to find a group
of users with similar tastes and aggregate their preferences as
the prediction for the target user.

However, recommender systems are vulnerable to shilling
attacks [1] in which an attacker signs up as a number of
“dummy” users and gives fake ratings in an attempt to
increase or decrease the recommendations of specific items by
exploiting knowledge of the recommender system algorithm.
“Push attacks” attempt to make one or more items popular
in the system so that they are recommended to more users.
Conversely, attacks that make a set of items less popular
are called “nuke attacks”. One of the difficult challenges in
recommender system design is to find algorithms that are
robust to shilling attacks. For simplicity, in the followings
we consider only push attacks, but actually our proposed
algorithm can be applied for both cases.

In this paper, we model shilling attacks as a group of users
with highly correlated ratings. We formulate the detection
problem as a spectral clustering problem, namely to cluster
the whole user set and choose the fake profile groups from
clusters. However, since the rating matrix is usually very
sparse, we cannot easily define a complete distance measure
for the clustering problem. In order to overcome the sparsity,
we construct a graph based on the similarity matrix. Using
that graph we apply a spectral clustering algorithm, which is
based on the similarity measure instead of distance measure
for clustering. Experimental results show that our method
performs well for a range of different attacks.

Our paper makes the following contributions over prior
work:
• We do not make any assumption on the attack model

except that attack users are highly correlated;
• We start from intra attributes to focus on statistics across

user profiles instead of individual profiles;
• We apply spectral clustering to cluster user profiles based

on similarity, but we avoid the use of a distance measure,
namely the correlations between pairwise users;

• Our algorithm does not need to specify the exact number
of attack profiles and it can automatically estimate the
number of attack profiles.

The rest of the paper is organized as follows. Section 2
describes the problem formulation and related work. Section 3
discusses details of our proposed spectral clustering algorithm.
Experimental results and comparisons with existing methods
are presented in Section 4.

II. BACKGROUND

A. Collaborative Filtering

In recommender systems, there is a set of users U =
{u1, ..., um} and a set of items L = {l1, ..., lp}. For each user
u, Lu denotes the corresponding subset of items that user u
has rated. Let Lu,v denote the subset of items that both user
u and user v have rated. An m × p rating matrix R can be
constructed as follows. Each element ru,l in R denotes user
u’s rating of item l. The rating data typically specifies only a
small number of the elements of R. Let r̄u denote the average
rating of user u on all the items user u has rated and r̄l the
average rating of item l over all the users that have rated this
item. r̄ is the average rating over all users and items. σ and σl



TABLE I
GENERAL FORM OF ATTACK PROFILES

LT LS LF LN

lt lS1 · · · lSs lF1 · · · lFf lN1 · · · lNn
γ(lt) α(lS1 ) · · · α(lSs ) β(lF1 ) · · · β(lFf ) null null null

are the standard deviations over all ratings and over all users
that have rated item l respectively. The goal is to predict an
unknown rating ru0,l0 that we believe a specific user u0 will
provide for a target item l0.

In collaborative filtering, the most commonly-used method,
called the Pearson Correlation [2], uses a similarity function
si,j between users ui and uj which is defined as

si,j =

∑
l∈Lui,uj

(rui,l − r̄ui
)(ruj ,l − r̄uj

)√∑
l∈Lui,uj

(rui,l − r̄ui)
2
√∑

l∈Lui,uj
(ruj ,l − r̄uj )2

(1)
Then weighted aggregation is applied for final prediction:

ru0,l0 = r̄u0
+

∑
un∈U s0,n(run,l0 − r̄un

)∑
un∈U |s0,n|

(2)

B. Attack Models

A fairly general form of an attack profile is shown in Table
I. First the target item is rated as either highest or lowest. Then
some items are selected to be rated to mimic the real users’
rating so that the fake profile can be similar to the real user,
in order to make some impact on the final recommendations.
Based on the function, the attack profile can be thought of as
four sets of items:
• LT : a singleton target item lt;
• LS : a set of selected items with particular characteristics

determined by the attacker;
• LF : a set of filler items usually chosen randomly;
• LN : a set of unrated items.
In a typical attack, the target item lt is usually set at either

the highest score (for a push attack) or the lowest score (for
a nuke attack). However, different choices of rating functions
and selections of LS and LF lead to different attack models,
some of which are described below. Here N(µ, σ2) denotes
the Gaussian distribution with mean µ and variance σ2.
• Random attack: LS = φ and β(l) ∼ N(r̄, σ2).
• Average attack: LS = φ and β(l) ∼ N(r̄l, σ

2
l ).

• Bandwagon attack: LS contains some number of popular
items, α(l) = rmax and β(l) ∼ N(r̄l, σ

2
l ).

C. Related Work

O’Mahony et al. summarize different types of attack
strategies and empirically evaluate the robustness of memory-
based collaborative filtering [3]–[5]. The work in [6]–[9]
extends the robustness analysis to model-based algorithms
such as K-means, Probabilistic Latent Semantic Analysis
(PLSA), Singular Value Decomposition (SVD), Principle
Component Analysis (PCA), and Matrix Factorization (MF).
In the existing algorithms, three main methods are proposed
for attack detection in recommender systems.

1) Generic Attributes: Attack profiles usually have low
deviation from the mean value for most items, but high
deviation from the mean for the attacked item, and they
are highly correlated with each other. Therefore generic
attributes are often used to evaluate the deviation of rating
profiles or the similarity with nearest neighbors. [10] proposes
Rating Deviation from Mean Agreement (RDMA) and Degree
of Similarity with Top Neighbors (DegSim) to classify
fake profiles. Furthermore, an unsupervised retrieval method
(UnRAP) based on matrix residues was proposed in [11].
These measures are defined as follows.
• Rating Deviation from Mean Agreement (RDMA):

RDMAu0 =

∑
l∈Lu0

|ru0,l−r̄l|
|Ll|

|Lu0
|

,

where |Lu| is the number of ratings that user u has rated
and |Ll| is the number of ratings provided for item l.

• Degree of Similarity with Top Neighbors (DegSim):

DegSimu0 =

∑k
i=1 s0,ni

k
,

where uni
is the ith nearest neighbor for user u0.

• Unsupervised Retrieval of Attack Profiles (UnRAP):

UnRAPu0
=

∑
l∈Lu0

(ru0,l − r̄u0
− r̄l + r̄)2

(ru0,l − r̄l)2
.

2) Model-specific Attributes: Prior work has shown that
generic attributes are generally insufficient for distinguishing
an attack profile from eccentric but authentic profiles [12].
Model-based methods assume that we have some prior
knowledge about the attack model. Based on an assumed
model, ratings can be automatically divided into LS and LF .
Finally several measurements such as Filler Mean Variance
(FMV) or Filler Mean Target Difference (FMTD) [13] can
be computed from each subset to evaluate the authenticity of
profiles.
• Filler Mean Variance (FMV)

FMVu0
=
∑
l∈LF

(ru0,l − r̄l)2

|LF |
,

where LF denotes the filler item set.
• Filler Mean Target Difference (FMTD)

FMTDu0
=

∣∣∣∣
∑
l∈LS

ru0,l

|LS |
−
∑
l∈LF

ru0,l

|LF |

∣∣∣∣ ,
where LS denotes the selected item set while LF denotes
the filler item set.

3) Intra Attributes: Model-specific methods usually need
some training data to estimate parameters of the attack
model. Otherwise LS and LF can not be easily separated.
Unlike generic attributes and model-specific attributes which
concentrate on characteristics within a single profile, intra
attributes focus on statistics across profiles. As Mehta et al.



mention in [14], spam users are highly correlated and often
work together. Therefore a PCA-based method can be applied
to remove the most correlated users. This approach orders all
the user profiles based on the contribution of the principle
component (or the top few principle components) and removes
the most highly correlated items. However, [8], [14]–[16] do
not specify how to choose the number of principle components
to be considered. In [17], starting from the same assumption,
a large component searching algorithm is proposed in the
similarity graph in order to find the highly correlated group.
It is unstable when a small size of random attack is applied
since the algorithm only searches for local optimal solutions
but in this case the local optimum may be far away from the
global optimum.

In the remainder of this paper, we will start from the
same assumption that fake users are highly correlated, but we
propose a more robust algorithm to find the most correlated
group of users.

III. SPECTRAL CLUSTERING

A. Problem Formulation

As we mentioned before, shilling attackers generally work
as a group and are highly correlated with each other. Suppose
we have m user profiles among which n are fake. From
the original rating matrix Rm×p we can calculate the user
correlation matrix S = (si,j)m×m based on Eq.(1). Our final
goal is to find the n × n submatrix with the maximum sum
in the original m × m matrix, with the same columns and
rows selected. We define ~δ = (δ1, ..., δn) where δi is an
indicator function that represents whether column/row i is
being selected. Therefore the problem is formulated as below.

~δ = arg max
||~δ||1=n

1

|~δ|2
~δS~δT (3)

= arg max∑m
i=1 δi=n

1

|~δ|2

m∑
i=1

m∑
j=1

si,jδiδj ,

where δi = 0 or 1,∀i = 1, ...,m.

B. Spectral Clustering

A connection between data matrices and graphs can be
exploited. A data matrix can be viewed as a weighted graph
G = (V,E) where V is the set of vertices and E is the
set of edges. Each vertex vi ∈ V denotes a corresponding
column/row, and each edge between vi and vj has a weight
si,j . Therefore the adjacency matrix is represented by Sm×m.
To find a highly correlated group in the graph, our aim is
to maximize the intragroup correlations and to minimize the
intergroup correlations. Given a subset of vertices C ⊂ V and
its complement C̄, we define Cut(C, C̄) as the cost function
of a graph separation.

Cut(C, C̄) =
∑

i∈C,j∈C̄

si,j

In order to get approximately equal size of each group, we
incorporate the group size and define RatioCut(C, C̄) as the

minimization function.

RatioCut(C, C̄) =
∑

i∈C,j∈C̄

si,j
|C|

+
∑

i∈C̄,j∈C

si,j
|C̄|

(4)

To rewrite the RatioCut function, let us first define the degree
of a vertex vi ∈ V as

di =

m∑
j=1

si,j .

The degree matrix D is defined as the diagonal matrix with
the degrees d1, ..., dm on the diagonal.

D =


d1 0 · · · 0
0 d2 · · · 0
...

...
. . . 0

0 · · · · · · dn


The unnormalized graph Laplacian matrix is defined as

L = D − S.

We further define the vector f = (f1, ..., fm)′ ∈ Rm with
entries

fi =

{√
|C̄|/|C|, if vi ∈ C
−
√
|C|/|C̄|, if vi ∈ C̄

(5)

The RatioCut function then can be rewritten as follows:

f ′Lf = f ′Df − f ′Sf

=

m∑
i=1

dif
2
i −

m∑
i=1

m∑
j=1

fifjsi,j

=
1

2
(

m∑
i=1

dif
2
i − 2

m∑
i=1

m∑
j=1

fifjsi,j +

m∑
j=1

djf
2
j )

=
1

2

m∑
i=1

m∑
j=1

si,j(fi − fj)2

=
1

2

∑
i∈C,j∈C̄

si,j

(√
|C̄|
|C|

+

√
|C|
|C̄|

)2

+

1

2

∑
i∈C̄,j∈C

si,j

(
−

√
|C|
|C̄|
−

√
|C̄|
|C|

)2

= Cut(C, C̄)

(
|C̄|
|C|

+
|C|
|C̄|

+ 2

)
= Cut(C, C̄)

(
|C|+ |C̄|
|C|

+
|C|+ |C̄|
|C̄|

)
= |V |RatioCut(C, C̄).

We know that
m∑
i=1

fi =
∑
i∈C

√
¯|C|
|C|
−
∑
i∈C̄

√
|C|
¯|C|

= |C|

√
¯|C|
|C|
− |C̄|

√
|C|
¯|C|

= 0



and

||f ||2 =

m∑
i=1

f2
i = |C|

¯|C|
|C|

+ |C̄| |C|¯|C|
= |V |.

From the derivation above, minimizing the RatioCut function
is the same as minimizing f ′Lf . From [18], if we relax the
condition on f and allow it to be continuous instead of two
predefined values in Eq.(5), the nontrivial optimal solution to
minimize f ′Lf would be the second smallest eigenvalue of L,
regardless of the smallest eigenvalue 0 and trivial eigenvector
(1, . . . , 1)′. Based on the second eigenvector, we can map the
values back to two corresponding values in Eq.(5) and get the
right clusterings.

C. Dealing with Unbalanced Structure

Standard spectral clustering creates a division into two
roughly equal-sized clusterings based on the RationCut
function in Eq.(4). However in our case, the target group size
|C| � |V |. The final optimization problem would be

min
C∈V,|C|≤η|V |

Cut(C, C̄) =
∑

i∈C,j∈C̄

si,j , (6)

where η is an upper bound on the attack size. Here, |V | = m
and η|V | = n. To deal with unbalanced data, we choose the
rank-adjustment degree graph for separations [19]. Basically
it can be divided into three steps.

1) Rank Computation: The density rank R(vi) for each
vertex vi is calculated based on the underlying density
function ρ(·).

R(vi) =
1

|V |
∑
vk∈V

I{ρ(vi)≥ρ(vk)}.

Here, we use the average weights with vi’s top 30 nearest
neighbors as ρ(vi).

2) Graph Construction: Connect each point vi to its d(vi)
nearest neighbors in graph G, where

d(vi) = d0(λ+ 2(1− λ)R(vi)),

where λ is a scalar parameter to deal with the
unbalanceness. For other edges, we set the weight as zero.
In the following part, we take λ = 0.5.

3) Graph Separation: Calculate the second smallest eigen-
vector of L and separate it iteratively for the highly
correlated group.

The reason we want to adjust the degree is because we want
to add edges in the dense area while reducing edges in the
sparse area. With adjustment, the penalty of having a smaller
cluster has been reduced since edges have already been cut in
the sparse area. After adjustment, when we apply the standard
spectral clustering method, the algorithm can automatically cut
the graph into two unbalanced structures. The smaller cluster
with higher average similarity will contain the fake users group
CF . Denote T as the pending processing stack and we initially
insert U into it. We pop each element V from T , apply this
algorithm to separate into two subgroups V1 and V2 and add

Algorithm 1 Spectral Clustering Attack Detection Algorithm
Input: Sm×m, a symmetric correlation matrix.
Goal: Find CF , a cluster with a high average similarity
within the cluster with size ≤ n.
Add users set U into the pending stack T
while nonempty(T ) do

Pop V from T
R(ui) = 1

|V|
∑
uk∈V I{ρ(ui)≥ρ(uk)} for each ui ∈ V

d(ui) = d0(λ+ 2(1− λ)R(ui)) for each ui ∈ V
Adjust si,j = 0 if uj is not the top d(ui) nearest neighbor
of ui
Calculate graph Laplacian matrix L = D − S.
Singular vector decomposition L = M × Σ×N
Take second eigenvector of L and separate all the values
in V into two groups V1 and V2 based on signs
if |V1| ≤ n or |V2| ≤ n then

if AvgSim(V1) ≥ max or AvgSim(V2) ≥ max then
CF = V1 or V2

max =AvgSim(V1) or AvgSim(V2)
end if

else
Add V1 and V2 into T

end if
end while
return CF

them into stack T until the group size less than or equal to n.
Finally the group with a size less than or equal to n with the
highest average similarity within the group is selected as CF .
The complete algorithm is shown in Algorithm 1.

D. Iterative Refinement

We expect that the solution derived from spectral clustering
will contain a certain level of noise since many genuine
profiles could be highly similar with some of the fake profiles.
Therefore sometimes a real user’s profile could be classified
as an attack profile when several edges with large weight are
connected to the attack group. However the attack profiles
share high similarity with all the other attack profiles while
these real profiles only share high similarity with a few attack
profiles. Therefore we need a further refinement process to
remove these real profiles.

Here a greedy algorithm is applied for refinement. We
separate this process into two procedures, deletion and
addition. A pre-set number, κ, of steps for addition/deletion
is specified. For the deletion step, we calculate the average
similarity in set CF and remove the least correlated profile
from CF . We repeat this process κ times to delete κ profiles.
And then we proceed to the addition step. The average
similarity of all the profiles in C̄F with profiles in CF are
calculated and the one in C̄F with highest average similarity
with CF is added. The addition process is repeated κ times
as well. We repeatedly perform κ deletions and κ additions
until convergence is achieved and CR is finally obtained. We



Algorithm 2 Iterative Refinement
Input: Sm×m, a symmetric correlation matrix, and CF , a
cluster with a high average similarity within the cluster with
size n.
Output: CR, a cluster with a size n, with a higher average
similarity within the cluster than CF .
CR = CF , C0 = ∅.
while CR 6= C0 do
C0 = CR
for i = 1 to κ do
Coru0

← 1
|CR|

∑
ui∈CR

s0,i,∀u0 ∈ C̄R
CR = CR ∪ arg maxu∈C̄R

(Coru)
end for
for i = 1 to κ do
Coru0

← 1
|CR|

∑
ui∈CR

s0,i,∀u0 ∈ CR
CR = CR/ arg minu∈CR

(Coru)
end for

end while
return CR

usually choose κ > 1 (say κ = 10) to help avoid local optima.
The algorithm is shown in Algorithm 2.

We can further analyze the robustness of the refinement
procedure. If both ui and uj are fake users, assume that
the similarity si,j between them is drawn from N(µF , σ

2);
otherwise, the similarity (between two real users or between
a real user and a fake user) is drawn from N(µR, σ

2). We
further assume that they are all independent. Here µF > µR
due to the high correlation between fake users. Suppose we
have found a highly correlated group of users CR with size
n. Let x denote the current percentage of fake users in the
group. Then for a new fake user ui coming from outside of
the group, the total similarity distribution with users in the
group CR is

CorFui
=

1

n

∑
uj∈CR

si,j

=
1

n

 ∑
uj∈CR

uj is fake

si,j +
∑

uj∈CR

uj is real

si,j


=

1

n

 xn∑
j=1

Ωj +

(1−x)n∑
j=1

ωj


∼ N

(
µR + x(µF − µR),

σ2

n

)
,

where
Ωj ∼ N(µF , σ

2) and ωj ∼ N(µR, σ
2).

While for a real user ui, the total similarity distribution

CorRui
=

1

n

∑
uj∈CR

si,j =
1

n

n∑
j=1

ωj ∼ N
(
µR,

σ2

n

)
.

Thus, CorFui
−CorRui

∼ N(x(µF − µR), 2σ2

n ). A fake user is
selected in the refinement procedure with a probability

P (CorFui
> CorRui

) = P (CorFui
− CorRui

> 0)

= φ

(
x
√
n(µF − µR)√

2σ

)
, (7)

where φ(x) is the cumulative distribution function (CDF) of
the standard normal distribution

φ(x) =
1√
2π

∫ x

−∞
e−t

2/2dt

Similarly, a real user is removed from the target group
in the refinement procedure with the same probability in
Eq.(7). We can see that the robustness depends on the
original fake user percentage x, target group size n and the
statistical difference between fake users and real users µF−µR

σ .
A larger proportion of fake users, larger group size, and
larger difference between fake users and real users give more
robustness of the refinement procedure.

E. Searching for the Number of Attack Profiles

Since we do not have any prior knowledge, it is difficult
to find the right number of attack profiles n. We know that
when the size of the group gets larger, the average similarity
within the group would become lower. Therefore for the target
profiles with attacks, our algorithm varies the size of the
highly correlated group to get a sequence, G(n), denoting the
maximal average similarity of a group with size n. Suppose
G0(n) is the maximal average similarity sequence for profiles
without attacks. The optimal number of fake profiles n∗ is
then obtained from Eq.(8) as

n∗ = arg max
n
{G(n)−G0(n)} (8)

Therefore, for the detection task, we first formulate it as an
optimization problem in Eq.(3). We construct the similarity
graph with edge adjustment to deal with the unbalanced
clustering and then apply the spectral clustering algorithms
iteratively, to find the most correlated group with a fix size n,
shown in Algorithm 1. We then refine the results using greedy
algorithm in Algorithm 2. Finally we vary the size n and find
the right attack size n∗ to maximize Eq.(8).

IV. EXPERIMENTS

A. Experimental Setup

In the experiments, we use the MovieLens dataset [20].
It contains around 100,000 ratings from 943 users on 1,682
items. Each user rates at least 20 movies on a scale from 1
to 5. The density of the rating matrix is 6.3%. 80% of the
ratings are randomly selected as the training set and the rest
as testing.

We randomly pick 20 movies as the attack items for
each test and artificially insert 50, 70 or 100 attack profiles
(corresponding to 5%, 7% and 10% attack size) with filler size
5%. We choose such a filler size because it is consistent with
the real user profiles. Each movie is attacked individually and
the average is reported in the results.



Since a general random attack cannot have a big impact
on the final prediction, we generate ratings based on
N(r̄, (0.7σ̄)2) for an enhanced random attack. While for an
average attack, we generate ratings based on N(r̄l, σ̄l

2). For
a bandwagon attack, we select movies {50, 56, 100, 127, 174,
181} as the selected set LS and rate them as rmax = 5. We
select these movies because they are rated by more than 300
users and have an average rating larger than 4, which means
they are very popular in the system. We further generate two
obfuscated attack models. One is a noisy bandwagon attack, a
special case of Average Over Popular Items (AOP) mentioned
in [21], which randomly selects 3 out of the 6 popular movies
mentioned above rated as rmax to avoid high correlations. The
other is a mixed attack [22], which combines a 3% or 5%
average attack together with a 3% or 5% noisy bandwagon
attack, to make the attack model diversified and difficult to
identify.

We compare our spectral clustering (SC) algorithm with
RDMA [10], DegSim [10], UnRAP [11] and large component
searching (LC) algorithms [17]. In the experiments, since we
have no prior knowledge of the exact number of attack profiles,
our algorithm and LC derive n∗ from Eq.(8). For RDMA,
DegSim and UnRAP, we assume the exact number of attack
profiles is exactly known, which yields the same precision and
recall in the results.

B. Searching for the Number of Attack Profiles

We run the spectral clustering algorithm first on the real
user profiles to get the relationship between maximal average
similarity and group size G0(n). G0(n) is shown as a solid
line in Fig.1. We can see that G0(n) first decays very fast
but then begins to decay slowly. To analyze the characteristics
of G0(n), we segment the function into two sections and use
an exponential curve and linear curve respectively to fit. The
expression of the fitting curve G∗0(n) is shown in Eq.(9) and
the curve is shown by the dashed line in Fig.1.

G∗0(n) =

{
0.686e−0.117n + 0.412, if n ∈ (1, 100]

−2.26× 10−4n+ 0.378, if n ∈ (100, 943]
(9)

The real users’ behavior and the real users plus 100
random/average/bandwagon attackers’ behaviors are drawn in
Fig.2, 3, 4. The difference is also shown by the dashed line.
We can see that the difference is maximized when the group
size is around 100 for random attacks and average attacks.
However for the bandwagon attacks, the group size is around
110. This is because the over count of the real users who
are similar to this fake users group. Further analysis will be
illustrated in the following sections.

C. Evaluation Metrics

For the classification of attack profiles, we use precision and
recall to evaluate the performance of the detection algorithm:

Precision =
TP

TP + FP
,

Fig. 1. G0(n) and Fitting Curve

Fig. 2. Group Size Vs Average Similarity for 100 Random Attackers

Recall =
TP

TP + FN
,

where TP is the number of attack profiles correctly detected,
FP is the number of real user profiles misclassified as attack
profiles and FN is the number of attack profiles misclassified
as real user profiles.

D. Experimental Results and Discussion

The experimental results comparing our proposed SC with
LC, RMDA, DegSim and UnRAP are shown in Table II.
We can separate all these algorithms into two classes based
on their underlying assumptions. Both UnRAP and RMDA
assume fake users rate items with lower variance. DegSim,
LC and SC assume fake users are highly correlated and work
together.

SC performs very well in most cases, especially in the
enhanced random attack case while the other algorithms lose
their effectiveness. The reason is that the random attack group



TABLE II
EXPERIMENTAL RESULTS

Attack Model Enhanced Random Attack Average Attack Bandwagon Attack Average Over Popular Items Mixed Attack
Attack Size 5% 7% 10% 5% 7% 10% 5% 7% 10% 5% 7% 10% 3%+3% 5%+5%

Precision

SC 99.8% 99.9% 99.0% 99.3% 99.9% 99.9% 92.3% 95.7% 91.7% 88.9% 92.4% 93.9% 99.8% 99.0%
LC 0.3% 21.2% 53.6% 83.2% 99.8% 99.2% 92.7% 91.5% 90.5% 90.6% 89.3% 87.8% 92.1% 95.0%

DegSim 5.2% 5.7% 18.7% 23.1% 36.9% 60.3% 74.5% 77.3% 81.2% 64.3% 72.2% 72.1% 43.4% 66.4%
RMDA 72.3% 74.4% 78.3% 74.2% 76.2% 77.2% 72.5% 79.0% 81.2% 71.4% 78.2% 81.6% 33.3% 57.3%
UnRAP 1.0% 1.4% 3.0% 48.2% 48.8% 68.2% 8.7% 9.6% 28.1% 6.7% 12.6% 23.1% 23.3% 33.3%

Recall

SC 90.7% 92.9% 94.1% 91.0% 92.9% 99.9% 99.7% 96.1% 99.7% 89.2% 93.6% 92.1% 92.3% 94.2%
LC 0.3% 46.3% 64.2% 81.0% 94.6% 99.0% 99.8% 99.9% 99.5% 96.2% 93.1% 92.1% 97.1% 96.8%

DegSim 5.2% 5.7% 18.7% 23.1% 36.9% 60.3% 74.5% 77.3% 81.2% 64.3% 72.2% 72.1% 43.4% 66.4%
RMDA 72.3% 74.4% 78.3% 74.2% 76.2% 77.2% 72.5% 79.0% 81.2% 71.4% 78.2% 81.6% 33.3% 57.3%
UnRAP 1.0% 1.4% 3.0% 48.2% 48.8% 68.2% 8.7% 9.6% 28.1% 6.7% 12.6% 23.1% 23.3% 33.3%

Prediction Shift

SC 0.04 0.05 0.07 0.01 0.03 -0.01 0.02 0.01 0.05 0.10 0.17 0.12 0.02 0.06
LC 0.58 0.57 0.52 0.13 -0.01 0.01 0.01 0.01 0.03 0.07 0.13 0.29 0.01 -0.03

DegSim 0.53 0.65 0.71 0.85 0.91 0.90 0.51 0.65 0.74 0.57 0.64 0.65 0.72 0.79
RMDA 0.21 0.28 0.34 0.38 0.42 0.57 0.51 0.62 0.69 0.52 0.65 0.68 0.93 0.96
UnRAP 0.57 0.70 0.79 0.65 0.70 0.81 1.08 1.28 1.30 1.08 1.17 1.29 1.03 1.15

Fig. 3. Group Size Vs Average Similarity for 100 Average Attackers

Fig. 4. Group Size Vs Average Similarity for 100 Bandwagon Attackers

has the lowest correlations among all the attack models. When
the attack size is small, there is no significant difference

between genuine profiles and fake profiles. Therefore even LC
cannot easily find the right size n∗ due to the similar values
of G(n) and G0(n). However, our SC algorithm starts from
the global effect and uses the second smallest eigenvector of
the graph Laplacian L to cut the graph with minimal cost.
Therefore, it is more stable and more effective.

UnRAP does the worst job in most cases because it assumes
a fake user’s ratings have lower variance and are related to the
column mean, row mean, and overall mean. However, random
attacks and bandwagon attacks do not satisfy this assumption,
leading to poor results. The average attacks fit this assumption
well so that the algorithm does a better job but is still not
accurate enough. RMDA starts from a similar assumption to
evaluate the genuineness of profiles, but is still not effective
due to the limitation of the assumption.

The DegSim method does not perform well because
essentially it starts from the assumption that fake profiles
are highly correlated, but only focuses on the k nearest
neighbors instead of overall neighbors. SC starts from the same
assumption but gets the global optimal solution from min-cut
algorithms. Note that SC separates real and fake profiles quite
well but the estimate of n∗ usually contains some error. As a
result, sometimes either high precision or recall is achieved
but not both. Even in the two obfuscated attack models
with lower correlations, SC still performs well while the
performance of the other algorithms decreases significantly.
Overall, SC outperforms the existing methods, especially when
fake profiles are highly correlated.

V. CONCLUSION

In this paper, a spectral clustering algorithm is applied to
the detection of shilling attacks in recommender systems. High
correlations between fake users are assumed and pairwise
correlations are calculated to avoid the sparsity of data.
A submatrix optimization problem is formulated for this
detection and then transformed into a graph. The spectral
clustering algorithm is applied to solve the min-cut problem
in the graph with unbalanced structure. Experimental results
show that our spectral clustering algorithm performs better
than other current methods for several attack models.
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